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A Low-Power Fully Implantable 15-Channel
Retinal Stimulator Chip
Luke S. Theogarajan
Abstract—Retinal prostheses are being developed around the
world in hopes of restoring useful vision for patients suffering
from certain types of diseases like age-related macular degeneration (AMD) and retinitis pigmentosa. The central component of
an electrical retinal prosthesis is a wirelessly powered and driven
stimulator chip. The chip receives commands from the outside
and outputs biphasic current pulses to an electrode array placed
in the retina that stimulate the remaining retinal neurons. The
chip contains 30 000 transistors in a 0.5 m technology (two–poly
three–metal, 2P3M), occupies an area of 2.3 mm 2.3 mm, and
excluding the current sources consumes less than 2 mW of power.
The chip is powered inductively via a 125 kHz power signal which
is rectified to generate a 2.5 V supply. The data signal is transmitted as an amplitude shift keyed (ASK) signal on a 13.56 MHz
carrier. The data rate can be varied from 25 to 714 kHz and the
symbol (0 or 1) is encoded as the pulse width of the data signal.
A self-biased feedback-loop-based single-to-differential converter
restores the signal to full rail levels. Clock and data recovery is
performed by a self-biased low-power inverter-based delay-locked
loop (DLL). The chip can receive four commands, and each
command is 16 bits long. The current amplitude, pulse duration,
and inter-pulse duration can be programmed by using the four
commands.
Index Terms—Adaptive bandwidth, amplitude shift keyed
(ASK), delay-locked loop (DLL), retinal prosthesis, self-biased,
single-differential.

I. INTRODUCTION
T IS CURRENTLY estimated by the World Health Organization (WHO) that over 14 million people suffer from
blindness due to age-related macular degeneration (AMD)
and retinitis pigmentosa (RP). We are currently developing a
chronic retinal implant in hopes of restoring vision to patients
suffering from AMD and RP. Normal operation of the retina is
prevented in such patients due to photoreceptor loss. The goal
of an artificial retinal prosthesis is to stimulate the remaining
healthy layers of retinal neurons using brief biphasic pulses
of current. These current pulses produce a sensation of vision
in the brain which is termed a phosphene. We hope that over
time the patient will be able to integrate these phosphenes into
useful vision.
A key step toward this goal is the development of a chronic
implant. Our design philosophy is based on the following requirements: the implant must 1) be powered via an external
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Fig. 1. Schematic representation of the minimally invasive ab-externo approach. The transmitter coils are placed outside on a pair of eyeglasses and the
receiver coils and the stimulator chip are placed on the eyeball. The electrode
array is placed in the subretinal space through a scleral flap.

source (i.e., no batteries); 2) have the ability to communicate
wirelessly with the implant via external commands; 3) allow
for parameter tuning, i.e., current amplitude, duration, and interpulse timing. The first and second constraints were met by using
an inductively coupled power and data link. The third was enabled by implementing a flexible stimulator chip architecture as
discussed in Section II. Our physical implant design is based on
a minimally invasive ab externo approach, which is schematically shown in Fig. 1. In this approach, only the electrode array
is placed in the sub-retinal space (underneath the retina), while
the secondary coils and stimulator chip are placed outside on
the eyeball. This technique minimizes the number of components that are placed in the retinal space, which provides the following key advantages: 1) minimizes the risk of infection due to
the implant; 2) increases the amount of power that can be safely
transmitted to the secondary; 3) provides a larger physical space
for the implant, which allows for larger secondary coils. A preliminary report on the minimally invasive retinal prosthesis was
recently reported in [1].
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Fig. 3. Transistor-only bias network that is used to bias the analog front-end
blocks. The circuit is a modification of the classical constant g current source
with transistor Mr playing the role of the resistor.

Fig. 2. Architectural overview of the current retinal implant. The blocks that
correspond to the stimulator chip are indicated by a dashed line. The chip receives data and power through two separate inductive links, demodulates the
signal, recovers the data and the clock and outputs biphasic current pulses upon
receiving the appropriate commands.

II. STIMULATOR CHIP
A. Architectural Overview
The basic architecture of the stimulator chip is shown in
Fig. 2. The chip is powered via an inductive link; the power
signal is rectified and filtered using off-chip diodes and capacitors with the nominal supply voltage being 2.5 V. The data is
received through a separate coil placed concentric to the power
coil. The digital data is transmitted as an amplitude shift keyed
(ASK) waveform. The carrier frequencies of the power and
data are 125 kHz and 13.56 MHz, respectively. The power link
efficiency at 15 mm separation is fairly low ( 1%), mainly
due to the low coupling constant between the primary and
secondary at this separation distance. At first glance the choice
of a low-power carrier frequency may seem like a disadvantage
since it requires a larger coil (for a given B-field). However,
the ANSI limit is inversely proportional to the frequency
A m [2], the product of the two giving a
frequency-independent term. Under these considerations, a
lower frequency is a better choice since the high-frequency
losses, like skin and proximity effects, become the main loss
terms. More efficient power link design is the focus of ongoing

research in our group. The front-end decouples the power and
data signals, demodulates and restores the data signal to digital
levels. The symbol is encoded as a pulse-width modulated
signal, a 50–50% duty cycle encodes a 0 and 30–70% duty
cycle encodes a 1. The data and clock are recovered by the
delay locked loop and fed to a control logic block. The signals
from the control block direct the current driver array which
outputs biphasic current pulses to the electrode array.
B. Analog Front-End
Due to the nature of transmission, the power signal is a very
strong noise source on the data coil and needs to be filtered.
Though active filtering was originally pursued, the linearity requirement increased the power dissipation and hence was abandoned. A passive three-stage RC high-pass filter was chosen instead due to its inherent linearity and gives sufficient attenuation of the power signal due to the large separation between
the power and data frequencies. A transistor-only current biasing network was designed to bias all the circuits in the analog
front-end and is shown in Fig. 3. A transistor-only implementation was chosen for the low area and portability to other procurrent
cesses. The circuit is based on the classical constant
[3], the resistor here being implemented by a transistor in the
linear regime. Transistors M1–M8 and Mr form the core of the
bias network. Transistor Mr is forced into the linear regime due
to the negative feedback present in the loop. The feedback forces
(i.e.,
), If the ratio
the drain of the transistor Mr to be

Authorized licensed use limited to: Univ of Calif Santa Barbara. Downloaded on June 22, 2009 at 17:46 from IEEE Xplore. Restrictions apply.

2324

IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 43, NO. 10, OCTOBER 2008

Fig. 5. Block diagram of the peak locked loop.

release characteristics. This is crucial in the current implementation since the falling edges encode the symbol and any distortion of the pulse width in the demodulation process will lead
to spurious data recovery. The only disadvantage of not using
a peak-detector-like characteristic is that the entire half lobe of
the sine wave is integrated so there is an attenuation factor. A
canonical model, shown in Fig. 4(b), can be developed if we
model the rectification action as a multiplication of the input
signal by a square wave. The positive input is gated by a square
which has the rising edge located at
and the
wave
. The negative input is gated by
falling edge at
which has the rising edge at
and the falling edge at
. The output can be derived to be [6]
Fig. 4. (a) ASK demodulator based on the source-coupling property of NMOS
transistors. (b) Canonical model for the demodulator, where P (s) and P (s)
are the Laplace transforms of the signals p (t) and p (t) as described in the
represents a convolution.
text, and

3

of M1 to M3 is chosen to be 4, while its gate is at
as
the
demanded by the feedback network, since
device will be in the linear regime. Ignoring the body effect, the
current through the bias network can be calculated using
(1)
A novel envelope detector was designed to demodulate the data
and is shown in Fig. 4(a). The circuit basically works like a
diode; however, it decouples the input and the output. The basic
principle on which the circuit works is that source coupling of
NMOS transistors leads to the source following the greater of
the input signals [4], [5]. This property when combined with
negative feedback forces the circuit to follow the greater of the
two signals much like a diode. However, here the turn-on voltage
can be completely controlled. The other transistors in the circuit
form a folded cascode load which yields higher open-loop gains.
For demodulation purposes, the inputs to the circuit are the
differential ASK waveform from the passive filter. The circuit
will then effectively full-wave rectify the signal, and by placing
a moderate capacitive load at the output only the slower data
signal will be followed. The cascode load also helps in lowering
the load capacitance that needs to be used. The circuit uses total
current of 7.2 A (36 W of power with a 5 V supply) and can
demodulate data signals to 714 kHz. The advantage of the above
circuit over the conventionally used peak detector demodulators
is that it does not need any tunable leak currents that control the

(2)
is the closed-loop bandwidth of the demodulator,
where
is the carrier frequency, is the number of cycles, and
and
are the high and low amplitudes of the modulated waveform,
respectively. The result in (2) makes intuitive sense since the detector has a low-pass characteristic and the carrier is attenuated
by the ratio of the cut-off frequency to the carrier frequency.
Due to this inherent attenuation of the demodulator and the additional attenuation introduced by the passive filter, some amplification is required to enable the detector to detect low signal
levels. So an amplification stage with a gain of 2 was placed
after the demodulator. The negative envelope can be recovered
if a -input demodulator is used instead of the -input version
shown here since the -source coupled pair will follow the minimum of the input signals.
C. Peak Locked Loop
The small-signal output from the demodulation stage needs
to be restored to digital levels. A simple implementation would
be to employ a comparator with a signal derived reference
level. However, the value of this reference level is crucial since
its value can change the pulse width of the signal. Since the
symbol is encoded in the pulse width, maintaining pulse-width
integrity is crucial. A simple averaging cannot be used due to
the varying duty cycle, an alternative solution is to use alternate
mark encoding that allows for averaging [7]. However, this
compromises the noise margin between the one and the zero
and precludes the possibility of transmitting more than a single
bit per cycle in future implementations. To solve this problem, a
single-to-differential converter using a novel feedback loop was
designed and is designated as the peak locked loop (PeaLL).
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Fig. 6. Differential difference amplifier. (a) Circuit. (b) Symbol.

The PeaLL is shown in canonical form in Fig. 5 and in circuit
form in Fig. 7. The peak locked loop intuitively works as
follows: the incoming signal is inverted with a gain of one
using an arbitrary reference level; the peak of this waveform is
compared with the a buffered version (for matching purposes)
of the incoming signal and the difference drives a charge pump
which moves the reference level; this locks the two signals
and creates a truly differential signal which can be fed to a
comparator. In actual implementation both the positive and
negative waveforms are moved towards each other. The heart of
the PeaLL circuit design is based on the differential difference
amplifier (DDA) [8] shown in Fig. 6. The circuit is very well
described by its inventors and basically uses current subtraction
to implement an instrumentation amplifier. The DDA can be
configured as an inverting amplifier [8] and is used for inverting
(and buffering) the incoming signal in this implementation.
Alternatively, a -input demodulator can be used to give the
negative envelope, however to prevent any mismatches this was
not used. The DDA inputs can be classified into the input or reference, the feedback node and the level shifting input as shown
in Fig. 6(b). For the inverting configuration used here the reference and the level shifting node are tied to the control voltage.
For the buffer amplifier which was also implemented using the
in Fig. 7,
DDA the reference was tied to the control voltage,
in Fig. 7),
and the level shifting input was tied to mid-rail (
to ensure negative feedback. This choice of feeding the control
voltage to two inputs in the inverting DDA but only to a single

Fig. 7. Circuit diagram of the peak locked loop. In the figure V is the demodulated output signal from the envelope detector and V is a reference voltage
and is set to the mid-rail voltage. V and V are the non-inverted and inverted
signals from the DDAs. V
is the control voltage that is developed in response
to the difference in peak heights between V and V . This signal is a negative
feedback signal to the DDAs that eventually locks V and V by shifting them
toward each other. Additionally, the V and V are fed into a two-stage comparator that produces the full rail digital signal that is then fed to the clock and
data recovery block.

point in the non-inverting DDA moves the inverted signal, ,
twice as much as the non-inverted signal, , as shown in Fig. 8.
The PeaLL employs a coupled peak detector [9] shown in
Fig. 7. The coupled peak detector forces the source-coupled
node to follow the higher of the two input signals. The discharge current is biased (node nblo in Fig. 7) in the subthreshold
regime and is derived from a diffusive bias network [10]. The
current from the coupled peak detector can then be used to drive
a simple current-based charge pump as shown in Fig. 7. The
positive input will drive the current into the capacitor and the
inverted input will pump current out of the capacitor. The directions are chosen to ensure negative feedback in the path. Since
the peak is a duty-cycle invariant parameter, the loop is also
duty-cycle invariant. When the positive input is greater than the
negative input, the pump will move the voltage on the capacitor up, and this will move the non-inverted signal lower while
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Fig. 8. Simulation results of the PeaLL for a 750 kHz signal with an amplitude of 20 mV. Locking behavior of the differential output signals, V and V in Fig. 7,
5 mV
and zoomed version of the locked signals showing the accuracy of the lock. It can be discerned from the figure that V moves a smaller amount than V ,
vs.
to both terminals in the inverting DDA but not in the non-inverting DDA (see Fig. 7).
10 mV, because of the choice of feeding V


=

=

shifting the inverted waveform higher until lock is achieved; the
situation is reversed when the loop starts in the opposite configuration. Typical locking behavior is shown for a 750 kHz waveform with a 20 mV signal in Fig. 8. The differential signal is
then fed to a two-stage comparator, shown in Fig. 7. The comparator was implemented in two stages to reduce the Miller effect which will distort the input edges. The comparator uses a
feedback coupling between the first two stages to ensure the
correct common-mode operation and a full-swing output stage
which performs a differential-to-single-ended conversion.
D. Clock and Data Recovery
1) Self-Biased Delay-Locked Loop (DLL): In order to simplify the clock and data recovery, a pulse-width modulation
scheme that was used by W. Liu et al. [7] was chosen to
transmit the symbol, with some important differences. Since
the power and the data are on separate frequencies, we can
independently optimize the symbol pulse width and modulation
index yielding better noise margin. In this implementation, a
zero is a 50% duty cycle waveform and a one is a 30–70% duty
cycle waveform. The pulse width is modulated by moving the
falling edge in time. This scheme greatly simplifies the clock
recovery since there is one edge that is always fixed in time.
The data is recovered in a similar fashion as described in [7].
Briefly, the incoming data is fed into a delay line that is tuned to
be equal to exactly one period of the clock. The delay line taps
are all registered using the incoming clock. This effectively does
a time to space conversion. By observing the different outputs,
the location of an edge can be determined and hence the symbols
can be recovered.
The delay line was designed using a low-power and low-area
technique [11] shown in Fig. 9. The delay element that was used
was a simple CMOS inverter pair shown in Fig. 9. By controlling the power supply voltage to the inverter the delay of the
line can be controlled. The inverter delay line has the following
advantages, the gain of the delay line is low and this translates
to low jitter. While the implant power supply is unregulated and
can cause undesirable power supply induced jitter, in this implementation the control voltage is regulated as shown in Fig. 9

and hence the inverter’s power supply is regulated. The inverter
is also not as sensitive to mismatches, uses few devices and has
less routing than other commonly used delay elements such as
differential elements and current starved inverters. This makes
the CMOS inverter based delay line very attractive for a low area
implementation. It should be noted that for the current retinal
implant the data rates are quite low (100–750 kb/s) so the inverter delays had to be made quite long and 32 delay elements
were used to implement the delay line. The larger number of taps
is not a disadvantage since it gives better edge localization. As
explained in [11], the power of this delay line is low even when
the number of delay elements increases since the inverters do
not consume static power.
The entire DLL is self-biased, i.e., it has no external biasing
circuits that set constant bias currents. This makes the design
implementable in digital processes. Furthermore, it dynamically
biases the circuit so that it is at its optimal operating point in
terms of loop bandwidth by adjusting the charge pump current
with the control voltage [11], [12].
Two new techniques were used to better the implementation
the delay line. The first of these was the phase detector (PD); the
most commonly used phase/frequency detector (PFD) is shown
in Fig. 10(a) [12]. This phase detector has a capture range of
, it also produces brief and equal up/down pulses at lock
preventing the static phase offset during lock. Though this PFD
has been used in DLLs, it should not be avoided since it has
an extra state in its state transition diagram which makes it
also function as a frequency detector. This, though desirable
in phase-locked loops (PLLs), is undesirable in DLLs since the
DLL has no way of wrapping the phase (no frequency control)
which can lead the DLL to get pegged in one end of its tuning
range [13]. One way that is usually used to solve this problem
is to ensure that the DLL starts in the right state. However, this
method is not robust since noise on the line can cause the DLL
to get into an undesirable state. The other way is to use a phase
only detector shown in [11], however this detector does not produce equal up and down pulses and the reset structure is not
symmetric. The commonly used PFD [Fig. 10(a)] was converted
into a PD, shown in Fig. 10(b), by adding a reset path directly
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Fig. 10. (a) Commonly used phase frequency detector. (b) Phase-only detector
used in this design for robustness.
Fig. 9. Schematic of the low-power, low-area DLL. For clarity the level shifters
for the reference and the feedback clock are omitted. Additionally, the input
clock feed into a few delay elements to ensure that the matching between the first
element of the delay line and subsequent elements. The CMOS inverter-based
delay element that was used is shown at the bottom of the figure.

from the input. By adding the reset path the circuit behaves either as a flip-flop (signals A and B have an overlapping phase)
or as a latch ( no overlap due to a missing pulse, etc.). This retains the advantages of the PFD, i.e., it produces equal up and
down pulses at lock; see Fig. 11. However, by virtue of being a
. Additionally,
phase detector the capture range is reduced to
at lock the input and output clocks are in 180 out of phase; to
get the system to lock in phase the feedback clock needs to be
delayed by 180 . This delay can be easily achieved by inverting
the feedback clock; however this technique is only valid when
the clock has a 50% duty cycle. The incoming clocks are however are not always 50% duty cycle. Analog duty cycle correctors consume too much power, so a single-bit digital divider was
used to ensure 50% duty cycle. Though lower in power, adding
the digital divider reduces the noise rejection bandwidth of the
system by 2. This is not a severe constraint in the DLL since it
does not integrate phase noise like a PLL.

Though self-biasing yields an optimal operating point, it also
changes the bias current of the regulating amplifier and hence
its gain. Additionally, the load to the amplifier changes before
lock since the delay line stops drawing current when the edge
has finished traversing the line. For these reasons, conventional
lead-lag compensation becomes hard to implement and it also
needs extra passive elements, which increases the area. In
order to solve this problem, a variation of the idea presented
in [12] and [14] is used. Ideally, we would like the system to
look like the one shown in Fig. 12(b). Fig. 12(c) and (d) shows
how to convert the system shown in Fig. 12(a) to the system
in Fig. 12(b). This entails the use of an additional follower
and a fraction of the output current. The second unity gain
follower is also biased by the same dynamic bias, derived
from the control voltage, as the first-stage differential pair. In a
unity-gain follower configuration, the output resistance of the
of the input differential pair
amplifier is determined by the
scales with the bias current, this
transistor and since the
circuit adapts the zero as the bias points change so that system
remains fully compensated. Furthermore, there is an additional
diode-connected device on the internal load of the differential
amplifier to prevent an asymmetry in the differential circuit

Authorized licensed use limited to: Univ of Calif Santa Barbara. Downloaded on June 22, 2009 at 17:46 from IEEE Xplore. Restrictions apply.

2328

IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 43, NO. 10, OCTOBER 2008

Fig. 11. Schematic that elucidates the operation of the new phase detector that
is robust to missing pulses or incorrect startup conditions. Under normal conditions the PD and the PFD operate identically. However, when there is a missing
pulse the PFD pegs the DLL on one end of its operating range, while the newly
designed PD recovers on the next cycle.

which would lead to offsets. The complete circuit schematic is
shown in Fig. 13. Transistors Mn1–4 and Mp1–4 implement the
adaptive bias network which outputs a current that is propor. Transistors Mn11-12 provide a static bias
tional to
when the level of
falls below . Transistors Mn5–7 and
Mp5–6 implement the first-stage amplifier, transistors Mn8–10
and Mp7–8 implement the follower buffer which along with
transistors Mp10 and Mp9 implements the adaptive zero compensation. Transistor Mp11 is the output device and is scaled
with respect to Mp10. Mp12 and Mn4 implement the reset
. The adaptive
initialization where the output is pulled up to
feedforward compensation is formally derived in (3)–(4). The
canonical feedback block diagram is shown in Fig. 14(a). Using
and
, we get
the facts that
(3)
where

,
,
and
. Using the results of (3),
the feedback block diagram can be simplified to the one shown
in Fig. 14(b), which clearly shows that the feedback transfer
function has a zero in the feedback path. The gains are given
,
, and time
by
constants are defined as
,
,
, and
. Since
, we get

Fig. 12. Active compensation for the unity-gain buffer used. (a) The system
before compensation. (b) Desired compensation strategy. (c) Conversion of passive strategy in (b) to an active strategy. (d) Fully compensated system.

Equation (4) is in the conventional form of a second-order
system in series with a system that contains only a single zero
and no poles. From the above equation, the unity gain bandand damping factor of the system can be calculated.
width
(5)
(6)
The current in transistor Mp11 is equal to the current drawn
.
by the delay line and is proportional to
that flows in the bias network is
The bias current
. So
proportional to
,
,
, where
,
,
. Using this property, we can
show that the damping is independent of the unity-gain
bandwidth and only depends on geometrical ratios as
shown in (7). We can make the following simplifications
,
to (4):
, and
. Using these
relationships yields

(4)
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Fig. 13. Transistor-level schematic of the fully compensated feedforward buffer amplifier.

Fig. 14. Feedback block diagram representation of the control voltage buffer.

A simple current-mirror-based charge pump was used and is
is proportional
shown in Fig. 15. Since the bias voltage
to the control voltage, the circuit dynamically adjusts the loop
bandwidth with the operating delay. To reduce power, the level

shifting and register functions were combined by using a differentially pre-charged register [13].
2) Data Detection Logic: To ensure robust data recovery,
most of the DLL taps were used, and the logic is shown in
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Fig. 15. Simple current-mirror-based charge pump. p
is derived from the
control voltage, thereby enabling an adaptive bandwidth implementation.

Fig. 17. Timing diagram for the control logic block. (a) Configuration data
setup. (b) Pulse up and pulse-down generation using the predefined commands.

Fig. 16. Data detection logic block. The taps on either side on the edge have
been ignored to increase the jitter tolerance of the circuit.

Fig. 16. The advantage of using this over an edge detector is that
false symbol recovery is avoided. A single tap delay on either
sides of the edge was omitted to ensure that symbol recovery
was accurate even if the input data jittered. It should be noted
that there is possibility of sub-harmonic false symbol recovery.
Since the DLL always starts from the lowest delay, setting this
problem can be avoided.
E. Control Block
The chip can receive four commands: configure, pulse-up,
pulse-down, and stop. Each command is decoded by a state machine which examines the incoming data stream. The state machine design was done using the CAD program SIS [15]. The
configure command tells the chip that the next 170 bits are part
of the data sequence. The data sequence contains the settings
for the various bias networks on the chip and the current digital-to-analog converter (DAC) settings for the programmable
current sources. The pulse-up command asserts the rising edge
of the pulse-up signal that enables the positive current output.

The pulse-down command is similar to the pulse-up command,
the difference being that it asserts the pulse-down signal. The
stop command de-asserts both pulse-up and pulse-down signals.
Thus, the duration of the pulse-up and pulse-down commands
is the difference between the arrival times of the pulse-up or
pulse-down commands and the stop command. The duration between the previous stop command and the next pulse command
determines the inter-pulse interval. If a pulse-up (down) is followed by a pulse-down (up), then the system assumes that no
inter-pulse interval was needed. The next smallest inter-pulse
interval that is allowed is 16 clock cycles. This method of externally controlling the pulse width was chosen over using internal
clock dividers so that the system is independent of the chosen
clock frequency and also leads to lower area. By allowing the
system to be clock-frequency independent, power-saving features such as clock throttling can be investigated. A timing diagram of the instruction sequence and its results are shown in
Fig. 17.
However, one possible issue with this approach is that a
stop command could be dropped and the current would keep
stimulating the retina. It should be noted that even if the stop
command is dropped, a pulse-up command will act like a stop
command. If both commands are dropped, perhaps due a data
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Fig. 18. V -dependent constant current reference with analog startup and programmable resistors for process variation compensation.

Fig. 20. Current driver with binary weighting which allows for 5-bit control of
the current amplitude for both anodic and cathodic current pulses. The switches
shown in the inset perform break-before-make function which minimizes the
contention current during switching.

used in the field is 1 mC/cm , however, this is for continuous
stimulation at this charge density. It is unclear if a single pulse
with this charge density will cause any neural damage since
the frequency of stimulation also plays an important role [18],
[19]. Furthermore, even systems that use internal clock dividers
to derive timing are not immune to this fault since a data
link failure would stop the divider from counting, leaving the
current sources on. However, the recovery is faster since there
is no command word decoding.
F. Programmable Current Sources

Fig. 19. (a) Electrode bias value buffer amplifier. This scheme allows for
fine interpolation between the four reference values, which saves area and
power. The bias voltage is either one of the four voltages shown or a weighted
combination of them. (b) The network used to derive the reference voltages.
(c) Table showing the various possible voltage outputs and the digital select
values needed.

link failure, then the current pulse will continue for a few
milliseconds until the voltage on the driver shuts off the current
source. Even under these extreme conditions, the maximum
total charge density, 1.76 mC/cm , is below the safe stimulation
limit of iridium oxide electrodes (3–4 mC/cm ) [16], [17].
One other parameter that needs to be considered is the neural
damage threshold in which both charge/phase and charge
density are cofactors [18], [19]. The number that is normally

The chip consists of 16 programmable current sources capable of sourcing a maximum of 960 A each. The current
source has a range of 0–960 A in steps of 30 A (5-bit control).
The current source is capable of driving biphasic pulses, either
cathodic first or anodic first depending on whether the pulse-up
or pulse-down command is received first. All bias voltages for
the current driver block are derived using a supply-insensitive
-referenced bias network [20] shown in Fig. 18. The reference
resistor was implemented using high resistance
poly2 layer available in this process. To account for reference
resistor value variation due to process, all on-chip reference
resistors are programmable (3 bits). These current sources
will be used to drive an iridium-oxide-based microfabricated
electrode array. To provide the maximum charge capacity, the
electrodes need to be statically biased to a bias potential with
respect to a reference electrode. Additionally, the electrode bias
returns the voltage level on the electrode, preventing charge
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Fig. 21. Power-on reset circuit that ensures that the chip blocks are initialized in the right state. The external RC is on the flex circuit as indicated in the figure;
see Fig. 2 for a complete context.

buildup on the electrode due to mismatch between up and down
current pulses. This has been implemented by using a current
source biased in the subthreshold region to provide the low
currents needed (20–200 nA). The subthreshold biases were
derived from the main biasing network using a diffusive bias
network [10]. The voltage value of the electrode bias was set
by controlling the power supply of the subthreshold current
pull-up. The electrode bias supply voltage was derived employing an interpolating amplifier [4] and is shown in Fig. 19.
By using just four voltage levels and a four-input interpolating
amplifier, 16 levels can be selected. The select has no decoder
in the path, which saves area. A table showing the input digital
values and the output analog values is also shown in Fig. 19.
The schematic of the biphasic current driver is shown in Fig. 20.
It basically implements a current weighted DAC and is similar
to the one implemented by DeMarco et al. [21]. However, in
this implementation the cascode device is used as the switch.
The currents are turned on and off by switching the input of
the cascode transistor between the appropriate bias and the
appropriate supply rails, respectively. The switch is designed so
that there is no contention between the cascode bias node and
either the pull-up or pull-down transistor during switching. In
order to prevent undesirable interaction between the switching
nodes and the bias network, the cascode bias nodes were isolated using a follower, which was a high-gain folded-cascode
amplifier in unity-gain configuration.
G. Power-On Reset Circuit
The final block that needs mention is the power-on reset circuit shown in Fig. 21 (see also Fig. 2). An RC circuit on the flex

generates the external reset as the power turns on; this is converted to a digital signal using a self-biased comparator [22] and
a supply-derived reference. This signal is fed into a reset-dominant flip-flop composed of a master/slave reset dominant latch
(see inset in Fig. 21). This converts the unsynchronized reset
signal to a synchronized reset signal, albeit only on the rising
edge. The reset-dominant flip-flop allows the reset to be propagated through the chip irrespective of the clock. However, since
all the flip-flops on-chip are reset synchronously, a clock must
be present. To ensure proper initialization, an on-chip inverterbased ring oscillator supplies the clock during the reset period.
The de-assertion of reset (low-to-high transition), however, is
dependent on the incoming clock; see Fig. 17(a). This gives the
additional external control of when to turn the chip blocks on;
moreover, this can guarantee that the power supply has enough
time to reach its full rail levels. Once a clock is present, the
on-chip clock is turned off and the incoming clock is fed as the
chip clock.
III. EXPERIMENTAL
Two versions of the chip were fabricated and the microphotographs of the dies are shown in Fig. 22. One was a final version that would be incorporated in the implant and the second
version was configured to allow for complete observability and
controllability. This test chip is configured so that each block
can be tested in isolation or can receive inputs from the previous
sections of the chip. This involved the modification of the pads
to achieve the necessary drive strength. Sensitive analog signals
were buffered in the pad. The chip was tested using a custom
software platform designed using the LabView PXI platform
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Fig. 23. Envelope detector output.

Fig. 22. (a) Microphotograph of the complete stimulator chip. The chip has
a total area of 5.612 mm and contains approximately 30 000 transistors.
(b) Microphotograph of the test chip with the various blocks decoupled from
each other so that they can be tested individually. The chip also allows for the
blocks to be connected to each other externally to verify complete functionality.
The chip has 52 pads with an area of 9.187 mm and contains approximately
30 000 transistors.

[23] and were inductively coupled into the test board to simulate
implant conditions. All individual block data discussed below
were obtained from the test-chip platform [24]. Wireless testing
of the chip was done by using a custom power and data transmitter [25].
A. Analog Front-End
The envelope detector was tested first and the resulting waveform is shown Fig. 23. A 20 kHz data signal on a 13.56 MHz
carrier was inductively coupled via a transformer into the test
chip. It can be seen that the envelope detector reliably recovers
the data, however, there is a tremendous attenuation due to the
passive filter and the ratio of carrier frequency to the signal frequency as discussed earlier. The output of the PeaLL is shown
in Fig. 24. The figure clearly shows that the integrity of the pulse
width is maintained for the two cases. Additionally, the jitter of
the falling edge is also shown and is below a single tap delay,

Fig. 24. Recovered pulse-width modulated outputs of the peak locked loop at
a data rate of 100 kb/s and 714 kb/s driven by an ASK modulated waveform
through an inductive link. As seen in the waveforms, the jitter incurred is less
than two unit delays of the delay line (44 ns for 714 kb/s and 312 ns for 100
kb/s) and thus does not lead to erroneous data recovery due to the omission of
a single tap delay in the data detection logic (see Fig. 16). (a) Jitter of 77.2 ns
incurred on falling edge when the incoming data rate is 100 kb/s and duty cycle
is 30-70. (b) Jitter of 68 ns incurred on falling edge when incoming data rate
is 100 kb/s and duty cycle is 50-50. (c)–(d) Recovered waveforms for 100 kb/s
data rate for 30-70 and 50-50 duty cycles, respectively. (e) A jitter of 70 ns is
incurred when the data rate is 714 kb/s. (f) A smaller jitter of 41.6 ns is incurred
when the duty cycle is 50-50 for the same data rate of 714 kb/s.
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Fig. 26. Experimental results showing the linear relationship between the clock
frequency and the control voltage: the control voltage of the delay line before
and after the unity gain buffer. The gain of the delay line at lock is 230 kHz/V
as indicated on the graph.

Fig. 25. Experimental results from the DLL. (a) Chip successfully receives a
string of alternating ones and zeroes. (b) Input and output clocks of the DLL are
locked exactly one period apart. Output of the clock and data recovery block at
two different data rates: (c) 100 kb/s, and (d) 714 kb/s. The input stream is a
string of alternating ones and zeroes, or in PWM parlance a 30–70 duty cycle
waveform followed by a 50–50 duty cycle waveform. The input and output of the
DLL are locked exactly one period out of phase. The integrity of the recovered
data is also shown.

except in the 30–70% duty cycle case for the high frequency
where it is slightly above a single DLL tap delay of 43 ns.
B. DLL
The output clock and the input clock for two input frequencies are shown in Fig. 25. To clearly illustrate that the delay of
the DLL at lock is exactly one period, an alternating duty cycle
varying waveform was used as the input. Also, the data recovered by the data detection unit shows that the recovered data was
interpreted as a string of alternating zeros and ones. The control
voltages were buffered out using self-biased unity-gain ampli) and
fiers [22]. The voltages on the charge pump capacitor (
), which is the supply of the
the buffered control voltage (
inverters, is shown in Fig. 26. It can be seen that the gain of the
CMOS inverter-based delay line is quite low and is expected.
Furthermore, the low gain translates to low jitter; in the current
design the clock would move by 230 Hz for a change of 1 mV
at lock. At 100 kHz (worst case) the clock would change by
0.23% for a 1 mV change in the control voltage. It can also be
seen the gain of the delay line is linear. Though made of nonlinear elements, the gain of the delay line is linear due to the
inverse scaling of current (square law) and the swing (linear).
As the frequency increases, the current goes as the square but
the swing also increases; the effects of this on delay are inverse
to each other, resulting in a single-order dependence on control
voltage. There also exist differential delay elements with such
characteristics [12]. If the control voltage drops to a level where
the CMOS inverter starts operating in the subthreshold region,
this relationship will not hold and gain will scale nonlinearly.

Fig. 27. For these tests, the LabView PXI system output was fed into a
transformer and the secondary connected to the input of the chip. (a) Successful
decoding of pulse-up, pulse-down and stop commands is evidenced by the
pulse-up and pulse-down signals. The 170 clock cycle burst shows that the configure command has been decoded successfully. (b) Pulse-up and pulse-down
durations are generated by the arrival of the pulse-up, pulse-down, and stop
commands. The width of the pulse-down signal was 508 s (pulse width
commanded by the software was 506 s). (c) Measurement of the interpulse
105 s, measured = 104 s). (d) Measurement of
interval (commanded
the pulse-up signal duration (commanded = 506 s, measured = 506 s).
Minor discrepancies in the numbers arise from measurement errors rather than
functional errors.

=

The jitter would also be high in this region due the high gain of
the delay line. For these reasons, operation in this region must
be avoided.
C. Control Logic Block
The control sequence crucially controls the entire working of
the chip and the experimental results from this block are shown
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TABLE I
COMPARISON OF THE CHIP CURRENT DELIVERING CAPABILITY VERSUS REQUIREMENT OF HUMAN IMPLANT

Data taken from Rizzo et al. [28]. This was an acute experiment on blind human volunteers. The electrode
used was an iridium oxide electrode 400 m in diameter. The upper and lower limits are from two different
patients.
Chronic implant data from Mahadevappa et al. [29].
The maximum current possible was calculated using a simplified RC electrode model with a 4.09 k resistor
= (R +
and a 1.13 F capacitor with a maximum allowed swing of 2.1 V, the equation being I = V
t
= C ).
Current meets the lower limit of the threshold requirement but not the upper limit.
Calculation yields 120 A for 15 ms and 90 A for 20 ms; the total charge delivered exceeds the requirement
for the lower limit of the threshold.
The thresholds reported [29] were for three different subjects for an implant with 16 platinum electrodes.
Only four electrodes in Patient 1 and Patient 2 had thresholds exceeding 420 A.

Fig. 28. Results from current driver DAC. The currents between the up and
down pulses are well matched.

in Fig. 27. The first was to test the reliably serial data transfer
following the reception of the command word. The chip was
configured so that the input data stream could be read out from
the registers on the following configure command cycle. Using
this procedure the data integrity was tested. The 170 clock cycle
burst that clocks the data registers in shown in Fig. 27. The
pulse-down command, followed by a stop ( which controls the
pulse width of the current pulse) was transmitted and then the
transmit sequence was repeated for the pulse-up command. The
command sequence, the assertion and de-assertion of this experiment can be clearly seen in Fig. 27. The pulse width commanded and obtained were within the accuracy of experimental
error as shown in Fig. 27.
D. Current Driver
The current DAC was tested by using a representative current
source out of the 15 available and recording the current values
for each DAC setting. The results of this measurement are shown
in Fig. 28. It can be seen that the current DAC is very linear

Fig. 29. Output of the wirelessly driven and powered stimulator chip driving
an electrode immersed in saline. The separation between the primary and secondary coils is 15 mm and the current is 90 A.

and the mismatch between the pull-up and pull-down current
sources is fairly small. Though the chip was initially designed to
supply 775 A in steps of 25 A, the variation due to fabrication
in the value of the poly resistor, even with the smallest digital
setting, allowed a minimum current of 30 A, so instead the
current output was from 0–960 A in steps of 30 A.
Unlike other implant designs, the power supply of this chip is
lower. This is not a concern in this design since this chip drives
an electrode array made of iridium oxide, which unlike platinum has intrinsically higher charge capacities ( 10X) [16]. An
electrode in an electrolyte can be modeled as a resistance in series with a capacitor to first order [26], assuming that the charge
transfer resistance is large which is true in this case. The large
charge capacity of iridium oxide translates to a large capacitor;
in our electrodes the series resistance is 2.04 k and the capacitance is 1.13 F; see Fig. 29. It should be noted that the series
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TABLE II
SALIENT METRICS OF THE STIMULATOR CHIP

This limit is imposed by the data coil characteristics and not by the chip.
It is actually implemented as 16 drivers with two driving a single electrode to enable
large currents to study electrode integrity.

resistance seems to double to
k in animal experiments
that others in our group have conducted [27]. Experiments on
human volunteers that have been previously performed in our
group [28] have determined the current levels that are needed to
elicit the sensation of perception for a given pulse duration; see
Table I. Using a conservative swing of 2.1 V which allows the
current source devices to remain in saturation, one can calculate
the maximum allowed current for a given duration using a series
RC electrode model, with a of 4.09 k and a of 1.13 F.
Using such a calculation, it can be seen from Table I the chip
can either meet or exceed the needed current levels for a human
implant. Furthermore, a recent chronic study in three patients
[29] used 1 ms pulse durations exclusively and the thresholds,
for a majority of the electrodes, were below the 420 A driving
capability of this chip; see Table I. From a pragmatic standpoint,
if an electronic retinal implant is to become a reality, employing
current levels greater than 100–200 A is impractical for an implant with a large number of electrodes. Under these constraints,
it seems that the practical choice is the use of larger pulse durations, lower currents, iridium oxide electrodes, and lower power
supplies.
E. Full Chip
All the above tests were performed on the test chip to ensure
that each block was functioning as designed. The next step was
to see if the implantable retinal stimulator chip would function
as designed when powered wirelessly while driving a 400 m
diameter iridium oxide electrode immersed in saline. The results of this experiment are shown in Fig. 29. The separation
between the primary and secondary coils was 15 mm and the
current driven was 90 A. The data from the register was additionally recorded to ensure data integrity. The full metrics of
the chip are listed in Table II. Bit error rate is a metric that was
not quantitatively measured, but qualitative experimental meaand
depending on
surements give a number between
link stabilty [27].
IV. CONCLUSION
A 15-channel fully implantable wireless retinal stimulator
chip was designed and tested under the necessary conditions.
The chip incorporates a CMOS-only ASK demodulator, a novel

single-to-differential converter, a self-biased low-power adaptive bandwidth DLL, and programmable current sources. The
architecture of the chip was designed so that it could be seamlessly scaled to future generations. Further area savings by incorporating the current drivers as part of the pad circuitry, along
with the use of high-voltage tolerant output devices needs to be
investigated.
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